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Moderator B. John Manistre: Good afternoon. I would like to welcome you to Panel Discussion 43: “Post Mortem on Valuation
Technique Paper (VTP) 11.” I am your moderator, and my name is John Manistre. Joining me on the panel today is Geoff
Hancock, whom I am sure most of you have already seen. This is his third presentation at this meeting; he has been a very
busy man. It must have something to do with that Task Force on Stochastic Modeling. Our “to-be-announced” recorder is Mr.
Ralph Neill.

I am going to start the agenda this afternoon by making a few general remarks based on a number of conversations that I have
had with VTP 11 practitioners over the last couple of months in preparation for this session. This is going to be followed by
a 20-minute presentation by Geoff, who is going to talk not so much about where we are but where we should be. Finally, I
am going to be giving about a 25-minute presentation on some of the more technical issues inside VTP 11 for those of you
who are, perhaps, struggling to figure out what it all means. I hope what I have to say will help anyone who is actually working
with VTP 11 to better understand what it is doing.

Universal Life (UL) products are probably as complex from a technical perspective as any actuarial products that exist, and,
in particular, equity-indexed products can be very complex. You have obvious equity investment risks inside them. If it is a
level cost of insurance (COI) product, you have an interest rate risk. We could have various persistency bonuses, and all kinds
of other complicated features could be sitting inside these products. That, in a certain sense, is why the new VTP 11 came along
last year and was announced at the Seminar for the Appointed Actuary in September as a standard of practice for last year-
end.

Anybody who has struggled with complying with VTP 11 has found out that there is a lot to do there. While taking a somewhat
informal survey of VTP 11 practitioners, when I asked, “Who would like to come to this meeting and show us your brand new,
shiny VTP 11 approach?” I didn’t have any takers. I think it would be fair to say that for those people who are struggling with
VTP 11, “struggling” is the operative word. I say that on the basis of purely anecdotal evidence, unfortunately, but I think it
is, probably, a reasonable statement.

Having said that, what we really should be talking about is where we should be if we don’t want to talk about where we are.
I would like to think that nobody wants to stay where they are. With that in mind, I would like to hand the agenda over to
Geoff to give us his thoughts on this issue.

Mr. Geoffrey H. Hancock: Thank you, John. I have prepared about a 25-minute presentation, and I am going to try to keep
it relatively brief so that we can open it up to discussion. I think that might be more fruitful.

I am going to spend a fair amount of time on where I think we should be headed in connection with the spirit and intent of
VTP 11, as I see it. But I will also spend some time on where I think we are, and on some of the problems with which we are
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struggling. So, I hope that some of this will sound familiar to you. I am assuming that everyone, if they have not been struggling
with implementing or complying with VTP 11, at least has read the technique paper and would be familiar with all the concepts.
I apologize for not having a handout. It is not strictly necessary to have handouts to follow this because it is pretty cut and
dried in terms of text, and it will be available on the CIA website.

A Brief Review
The standard came into effect last year-end and we all had to demonstrate compliance with it. It uses the general method of
valuation where a prospective analysis of asset and liability cash flows takes place in the context of scenario testing, and we
iterate until we solve for the statement value of the basket of assets that can mature the liabilities. I guess this is going to
become more generically known as the “Canadian asset/liability method (CALM). One of the things that I will do is review
some of my own personal experiences with VTP 11. (I did take John up on his offer!) I will share some personal experiences,
but I will also share some anecdotal evidence that I have obtained by speaking with some colleagues.

Current Practice and Future Developments
We are now all familiar with the Canadian asset/liability method in theory – the combined projection of asset and liability cash
flows, and the requirement to conduct a fair amount of scenario testing. A very key clause in VTP 11, which saved many of
us at year-end, was the acceptability of using a discounted cash flow technique, such as the policy premium method (PPM)
with prior scenario testing. A key aspect of VTP 11 is the whole concept of policyholder reasonable expectations and stochastic
modeling, scenario testing, and dynamic behaviour. I think a few of the key things underlying what constitutes policyholder
reasonable expectations would be things such as management fees and interest spreads, the adjustability within the product,
and the performance of the product versus market alternatives. You determine all your expected experience assumptions and
determine the policy components that are consistent with those assumptions, and this gives your expected scenario amount.

Regarding additional scenarios, the spirit of VTP 11 involves a significant amount of scenario testing. There are some prescribed
scenarios mentioned in the draft Life Consolidated Standards of Practice (CSOP), where the VTP 3 reinvestment scenario is
maintained and is still considered a minimum floor. When conducting significant scenario testing, the draft Life CSOP and VTP
11 specifically say that it is not necessary to select the worst result from your modeling. If you are conducting significant
scenario testing, there is little guidance on just how you go about choosing from that range of results. Approximations are
acceptable if justified by testing. A key point is using model office projections rather than contract-by-contract projection,
averaging, and so forth. The focus is on policyholder reasonable expectations.

So, what are companies doing? It has been my experience in talking to people that most companies are not conducting significant
scenario testing, but rather, they are using a discounted cash flow technique and they are using PPM. In practice, I think we
are generally erring on the side of conservatism with some sensitivity testing. By this, I mean, we recognize that we are not
doing as much testing as we should, or would like to do, and, hence, we are deliberately erring on the side of conservatism.

I would say that most margins are being explicitly applied rather than implicitly applied by looking at a range of results. This
is just a consequence of not running enough scenarios. So, in particular, we are talking about the investment margin for adverse
deviation (MAD) here. It seems that most of us are still applying explicit investment MADs to our investment model
assumptions rather than doing stochastic testing and looking at a range of results.

We are using static policyholder behaviour. Lapse rates do vary by contract, age, and duration, but they are still static except
for one piece which is critical to the valuation. That is, what happens at fund exhaustion? That is the only dynamic thing I
see people implementing at this point. For those implementing VTP 11, this is one of the more critical issues, and that is the
assumption that needs to be made when the policyholder runs out of funds. What do I see most people doing? They are erring
on the side of conservatism by complying with the guidance that is in VTP 11 and assuming that lapse-supported policies remain
in force. This is an on/off switch. Really, this should be something dynamic; it really should reflect the purposes for which the
contract holder bought the policy.
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It has been my experience that many people are using an indirect approach to reinvestment. By that I mean, rather than having
a dynamic investment strategy that would change or be suitable over a range of scenarios if we were doing stochastic testing,
we are presetting a reinvestment strategy by setting asset earning assumptions.

I am going to talk briefly about some of the current practices that I see my colleagues using and some of the key issues in
applying VTP 11, beginning with aggregation. Practical considerations would normally dictate that we are not doing the
valuation on a contract-by-contract basis. If any of you have a stochastic model and are doing interest rate testing, it becomes
a practical consideration that some level of aggregation or model office approach needs to be taken. We are splitting by policy
attributes. The cost of insurance scale is a natural one by which to split, and the type of death benefits and funding characteristics.
The reserves for highly funded policies tend to be spread driven, and low funded policies tend to be persistency driven.

A consequence of not using full stochastic testing is that most companies are still projecting a single fund even if the contract
has multiple funds. This is a realistic simplification, but it precludes one from testing the impact of deposit allocation and
transfers between accounts. It can introduce inconsistencies if the contract holder has multiple funds that differ in their risk
characteristics. Most companies are looking at current yields and credited rates, and are holding spreads level. I would say about
half of the respondents to a survey that we conducted last year indicated that this was what they were doing; others were tipping
their hand towards conservatism and assumed that spreads would decline over the next five to 20 years, citing competitive
pressure as the reason.

There is a trend toward more sophisticated modeling, but, perhaps, not as sophisticated as what the writers of VTP 11 might
have envisioned. I think people are striving for something better.

With respect to more sophisticated modeling, the following are important assumptions: investment mix, deposit allocation,
transfers between accounts, the policyholders’ propensity to dump in money or not dump in money, and to keep the contract
in force in light of the performance of the contract and on his or her need for the insurance component. These are difficult issues,
but something toward which we should all be working.

Mortality and COI
We are seeing companies predominantly selecting margins that are based on their perception of the degree of actual adjustability,
not merely the degree of adjustability that is cited in the contract. Some companies are starting to use scenario testing to look
at the following:

• The degree of adjustability and the impact that it has on future values

• The current valuation scale relative to the maximum

• Incrementally moving towards the maximum and seeing what impact that has and whether it is justified

• The impact of fund exhaustion

• Antiselective lapsation and heaped lapses that would come into play with the raising of the COI scale

It is important to keep in mind the ability of the company to actually change the COI scale based on illustrations and precedent,
and the expected policyholder reaction.

The following point is made several times in VTP 11 with respect to policyholder components, and that is the need to quantify
the amount of adverse experience that can reasonably be passed through to policyholders, and their reaction to your passing
it through.

Most people are assuming that the current scale continues forever. The other key issue surrounding the mortality assumption
is death-supported business, where favourable reinsurance terms necessitate the use of a negative mortality margin. Ensuring
the appropriate sign of the MADs is key here.
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Expenses
Most companies are using higher unit costs than traditional policies, with 150% to 200% of a non-par traditional policy as the
rule of thumb. Some companies are starting to more realistically model the expenses in their valuation by linking them to
activity, and not just using expense factors that vary by policy size, or percent of account value, or percent of premium.

Premiums
This is a critical assumption. Most companies are doing a reasonable job of performing premium persistency studies, looking
at amounts based on duration. The most sophisticated thing we have seen is just looking at premiums paid to date versus some
measure of the expected premiums paid to date, and basing their assumption of future premiums on that. The key here is to
break this down to the level of aggregation that reflects the distinct risk characteristics of the business you are valuing. The
extreme case where you average everything out and assume that everyone pays an average premium just doesn’t cut it in VTP
11 with a product as complicated as universal life (UL). I don’t see many people using dynamic assumptions here except upon
fund exhaustion. There is a need to integrate the premium assumption with the partial withdrawal assumption, if any.

You can see when you perform premium persistency studies that you can have, on one extreme, policies that are very quick
pay and, on the other extreme, policies that are like level premium term to 100, and you can have anything in between. Using
an average premium assumption can be quite misleading because of the implications on fund exhaustion, level of funding,
interest bonuses, persistency bonuses, and retroactive credits. I don’t see anyone using dynamic models yet, and I don’t see
anyone really happy with their assumption regarding future premiums.

Lapses
We vary lapses by certain attributes of the contract, but they are static. Companies are making ad hoc adjustments to their
lapse rates to reflect interest credits and bonuses, and whether or not the contract is registered. However, lapses are static in
that they do not vary with the interest scenario. Everyone seems to be complying with the guidance from recent studies on
lapse experience of lapse-supported policies. A key point to reiterate is that the existence of cash values, in and of themselves,
does not warrant cliffs or heaped lapse rates, nor necessarily lapse rates above the ultimate of 1% which we are seeing from
experience. The most common assumption that we are seeing here is that, when it is in the policyholder’s best interest to
surrender, the companies are assuming just that – via heaped lapse rates on yearly renewal term (YRT) scale products, and
then, consequent antiselection and mortality deterioration. If it is in their best interest or if they have a financial reason to keep
the contract in force with level COI, they are doing so. This is an all-or-nothing assumption; we don’t see too much in between.
This ties back to the level of aggregation. You need to be very careful about using average assumptions here across your entire
business.

Future income taxes are starting to play a role, especially as you move into scenario testing. The permanent and temporary
differences of which you need to take account are affected by the supporting assets which, ideally, are dynamic because your
investment strategy would be dynamic and would be suitable for the interest rate and equity scenarios that you are testing.
So, it introduces an additional complexity.

In a nutshell, I would say that most of us are using PPM with some scenario and sensitivity testing, and most of our assumptions
are static. We have some challenges ahead of us, with the two most prominent ones being

• understanding stochastic modeling better; and

• understanding policyholder behaviour better and linking dynamics into the valuation.

VTP 11 spends all its time talking about interest rate scenarios. I think the spirit of it is more in line with investment modeling.
There has been a lot of talk around the Task Force on Segregated Funds about equity modeling. I encourage everyone to return
to interest rate models. The unfortunate thing is that they tend to be much more complicated and difficult than equity models.
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Interest Rate Models
Stylized facts: In an intuitive sense, this is one of the best ways of describing stochastic models. If your models do not conform
to stylized facts, it would logically lead you to the conclusion that your model is flawed. These are pretty obvious things:

• Yields and prices remain positive.

• Interest rates and volatility do persist. You see that when you look at history. It appears that we do experience long periods
of stability with spikes of instability.

• Regime switching.

• Correlations between maturities on the yield curve.

• Correlations between markets.

• State dependency – markets do look like they mean revert; interest rates do look like they mean revert.

• Noncontinuity – is related to the interspersion of volatility in the markets. You see jumps and spikes that cannot be explained
by continuous models.

These are concepts or observations of past history that should be reflected in your model, and these are difficult things. These
are difficult concepts to build into an interest rate model, and much more difficult than an equity model.

One of the key components of interest rate projection is that you need the whole yield curve, not just a short-term interest
rate, and so it makes it significantly more difficult because just modeling the path of a short-term rate is not that tough. Another
issue is whether or not you should be modeling real world probabilities for the scenarios, or projecting in a risk-neutral
environment. You should consider whether you are talking about pricing and hedging the risks in your product, or whether you
are talking about simulation.

Option pricing theory is something you need to consider when looking at stochastic interest rate models and opportunities
for arbitrage on the yield curve – whether or not you think they exist, how long they persist, and whether or not your model
allows for them, and the ability of your model to calibrate to market.

Equity Models
At a minimum, your model should account for drift and volatility. The form and sophistication of the model depends heavily
on its use. Are you looking short term or long term, and are you sensitive to short-term fluctuations or long-term trends?
Consider the underlying instrument: Is it in the general account or a separate account? Is it part of the policyholders’ fund or
are you using equities to back the general account policy liabilities? Is your focus on the whole distribution or just the tails?

Our task force has mentioned several times something that comes into play here, which is that your time increment needs to
integrate well with your cash flow model. Correlations between markets are positive and they tend to increase in times of
volatility. You need to take care in considering long-term trends and short-term market corrections, and, ultimately, how
policyholders react to such fluctuations in the market.

A standard lognormal model doesn’t adequately reproduce the tails of the distribution.

Policyholder Behaviour
This is something that we have been talking about for years but I don’t think we are doing a good enough job, partly because
of data constraints and partly because of the lack of theory. For pragmatic reasons, we just have not had time to look at it
in any detail. There is an explicit relationship between management action, the economic environment, and ultimate customer
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behaviour. It should reflect cause-and-effect interactions. Models can be quite sophisticated and there are basically two forms
– parametric and nonparametric (heuristic). The key is that they should be functional, or, if they are of the nonparametric form,
they still should be relating drivers to customer reaction or the rate at which customers elect to exercise the options embedded
in the contract. Note that simply persisting is an option. The model should be clear and quantifiable.

Parametric models are easy to formulate, tough to get data for, and tough to calibrate. Regression-type models are parametric
models. The ultimate behavioural assumption – lapse rate or premium dump-in – is usually a modification to a base assumption.
You wouldn’t ordinarily build your expected assumption directly from a formula; you would normally build an adjustment to
your expected assumption.

Heuristic models are not formula driven, but rule driven. This is where the concept of intelligent algorithms and neural networks
come in and you define rule sets and sets of rational and irrational behaviours. Then, your computer figures out what the
policyholder is going to do.

Here is a brief list of some of the things that you might want to model:

• Lapse rates

• Premium activity

• Withdrawal activity

• Loan utilization

• Transfers

• New business production

It is easy to formulate a list of what you think a policyholder might react to, but it is considerably more difficult to formulate
a relationship, and even more difficult to gather data and estimate parameters.

Why do I feel that people are not implementing these right now? Pragmatic concerns and time constraints aside, I think people
are throwing up their hands and saying, “These models are just so subjective that they are not useful.” I don’t agree with that
statement. The case is made that empirical data usually isn’t available; we are not tracking data in a useful way. We typically
manage options to the extent that we can so that they are not so deeply “in the money,” and we don’t know how policyholders
really behave when they have a truly valuable option. It is difficult to reflect transaction costs and how policyholders behave
in the face of transaction and opportunity costs. The drivers themselves may be incomplete or we might formulate a model
that looks good but really doesn’t describe policyholder behaviour well or is unrelated to policyholder action. It can also be
deceptively appealing to run scenarios and look at how policyholders behave, but you need to be very careful and build in
constraints. Otherwise, you can get very unrealistic results.

I think a reason insurance companies have not been looking closely at modeling policyholder behaviour is because they feel
that, by the time they have gathered the data and looked at it, things have changed too fast, and it is not useful in predicting
future behaviours.

I would like to leave you with two thoughts:

• We need to do a better job of using our interest rate models, building them, using them, and scenario testing; and

• We need to look forward and take up the challenge of looking at policyholder behaviour models.

Mr. Robert A. Willis: I was a little disappointed, Geoff, to hear you are thinking that the direction in which we should be going
is towards all this stochastic modeling stuff. Lesley Thompson indicated yesterday – I think at the Committee on Life Insurance
Financial Reporting (CLIFR) session – that, in her opinion as outgoing chairperson of CLIFR, this type of modeling work was
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appropriate for tails of distributions. With most of the reserving work that we are doing, we are dealing with the mean of a
distribution.

As someone who has to deal with doing these reserving calculations, I am certainly not looking forward to the prospect of having
to build a stochastic model for policyholder behaviour. I don’t think there is any sociologist or psychologist in the world today
who could build one that would do a decent job. What is a policyholder with a universal life plan going to do if his equity indexed
fund goes up 20% over the next three years? How is that going to influence his premium payments? And even if you knew
what he did three years ago, does that tell you what he is going to do today? I can see running some deterministic scenarios.

Mr. Hancock: You need to keep all this in perspective. You need to consider materiality and you need to keep in mind the range
of results of the contracts you are valuing. I would be the first person to say that it is a little bit of overkill to do thousands
of stochastic interest rate scenarios on a very symmetric and tight distribution. That is a waste of time and I agree with you.

I guess I should have stated it explicitly that whenever we are talking about scenario testing or stochastic modeling, we should
be doing it when we are concerned about the spread of results. Whenever there is a sufficient spread or “skewness” in the range
of results, it becomes important to look at stochastic scenarios. When results are centered around the mean or not too widely
dispersed, then it is overkill.

In terms of looking at policyholder behaviour models, you have to keep it all in perspective. Sometimes they’re useful and
sometimes they’re not. But I would suggest that, as an industry, we may be too quick to dismiss them as being not useful
for the very reasons you just mentioned. I would also be one of the first people to say that I don’t think these models are
predictive. I am not saying, “Yes, we truly understand this relationship,” and “Here is a quantifiable relationship,” and “This
is the way people behave.” But I think we can build dynamic models, relatively simply, that reflect reasonable behaviour. Testing
those models will give us a better sense of the risk in these products and it should cycle back and allow us to price them better,
too. So, I would say that policyholder behaviour models are useful in looking at what could happen, and are not meant to be
predictive. You do need to keep it in the context of what you are valuing.

Moderator Manistre: On the issue of stochastic modeling, stick around for the next presentation and I think you will get an
idea as to why you might want to use it. Universal life does have features that are somewhat like segregated (seg) fund
guarantees. I will be talking in a little more detail about that in a minute. I don’t think the issues are as material as they are
in the seg fund guarantee situation, but, in theory, the issue is there.

Mr. Dennis C. Martin: I have a couple of observations on the stochastic side. A significant number of those issues can be handled
to a large degree through proper segmentation, in terms of the matching side of it. On the investment options side, the issue
becomes when you are projecting credited rate spreads in the future: What fund are you using to value or what are you bringing
into your valuation today? I think you could characterize spreads in today’s UL products as dramatically larger than those used
in traditional whole life products because it is not a visible element in the sale. People do not compare credited rate spreads
in the sales process.

I think an important variable to keep in mind when looking at policyholder expectations is that every company shows the same
interest rate and the client has the same expectation of credited interest return, despite dramatically different provisions behind
those policies.

Moderator Manistre: The presentation that I am going to give in the next 20 minutes, or so, is a modified version of one I
gave last year at the Seminar for the Appointed Actuary when VTP 11 was first being introduced. I am going to look at a
traditional VTP 11 calculation for a relatively simple, “vanilla” universal life product. The key thing at which I am going to
be driving is that, when the account balances are relatively large, the contract can be mathematically split into two pieces. I
will call the first one an “investment contract” and I will call the other an “insurance contract.” The key point I am going to
make is, in that relatively large account balance limit, the old VTP 11 is producing appropriate results. This is especially true
if you are actually matching off the investment contract in the way that I describe, and you are matching the two pieces
appropriately.
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This is somewhat analogous to the statement Geoff made a little bit earlier. With highly funded policies, reserves are largely
spread driven because it is the investment contract that is driving it. When account balances are low, it is the insurance contract
that is largely driving the issue. It is the concept of theoretically taking a universal life contract and splitting it into these two
pieces that is the main theme of my presentation.

I am going to take a level cost of insurance policy, and I am going to look at it about five years in. I am doing that because
there will have been some time for the reserve – for the level COI aspect of it – to build up. I am going to be crediting an
equity index less a fixed spread. I have some surrender charges in my policy that vary by policy duration but not by account
value.

The only dynamic behaviour that I have in my model is the one that Geoff was talking about – what do people do when they
hit a zero account value? When the account value hits zero, I am going to assume that 95% of the policyholders go into minimum
funding. Once they have entered that state, there is a 1% lapse rate thereafter. To keep things somewhat simple, my death benefit
is going to be the face amount plus the account value. While it is behaving like a universal life contract, I have a surrender
rate of 3%. Finally, I have a valuation earned rate of 5%, and, essentially, a credited rate of 4.5%, and so there is a net 50 basis
point (bp) spread that is being front-ended. I might actually have a gross spread of, say, 200 bps with 150 bps of spread-related
costs. The point is, there is something left over that can be front-ended and would be there to cover acquisition costs, or you
could just be taking it into profit.

Mr. Martin: In a situation like this, a 4.5% rate does not look reflective of what you might expect, and I wonder why would
you not use something consistent with the market?

Moderator Manistre: A huge chunk of my presentation is to answer precisely that question. The answer is that the interest
rate you use when you are doing these VTP 11 calculations is the interest rate that is appropriate for the insurance contract
and not the one that is appropriate for the investment contract. The simple reason is that, if you are properly hedging off the
equity risk of the investment contract, all the equity risk is gone. All that is left is the interest rate risk of the insurance contract.

(Note: Slide unavailable)

What I have done here is taken my vanilla product and simply calculated the old VTP 11 reserve and graphed it as a function
of the account value (AV). The intercept (K) pertains to the insurance piece of the contract and the slope (H) pertains to the
investment piece of the contract.

For an account value of zero, you will notice that I don’t have a reserve of zero. This is the reserve I would hold if the policy
has gone into the minimum funding situation. This is effectively a VTP 3 reserve for someone who just pays enough money
to keep the contract going. Actually, it is 95% of that reserve because I have assumed that 5% of the people would just let
the contract lapse without value.

I then get a bit of a funny (nonlinear) curve here, and I will talk a little bit more later about why it behaves in that way.

Ultimately, I reach a point where my graph becomes linear. It becomes linear in the high account balances because, basically,
a universal life product is an inherently linear thing, except when the account balances tend to become low. As long as you
have not put any nonlinear features into your product (which people sometimes actually do), you get this effect of the reserve
becoming a linear function of the account balance when the account values are large enough. What has actually happened here
is that, at around account balance 100, the account balance is large enough to actually mature the policy under those relatively
conservative assumptions. If I chose a different interest rate, the curve would go linear a little sooner or later. You get nonlinear
behaviour because the policy is failing to mature. I also have surrender charges in there, and when the account balance is less
than the surrender charge, it results in nonlinear behaviour.

The slope of the curve (the reserve) is not parallel to the line (the account value). The slope is actually around 93% in this
particular case. It is driven by the spread issues. If you understand why that curve did what it did, you are a long way towards
understanding what is going on in this product.
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My key points here are, first of all, the reserves at the low account balances are largely driven by the lapse assumption. This
agrees with what Geoff said about being persistency driven when you have a low account balance. The reserves in the high
account balance situation are linear in the account balance. In most products, there is an underlying linear structure plus tweaks,
and it is important to understand what is driving the linear piece of it.

(Note: Slide unavailable)

In this graph, all I have done is basically extrapolated the top part of the previous graph and have shown that it is, in fact,
perfectly linear at the high AV end. You can see the nonlinear piece when we start getting contracts that fail to mature or that
surrender without being able to recover the full surrender charge.

Now, I am going to take that basic model and do a couple of simple sensitivity tests. The first thing I am going to do is take
an aggressive approach as to how people actually behave when the account value hits zero. In particular, instead of assuming
that 95% of people keep their contract, I have assumed that half the people will allow their contracts to lapse. As this is level
COI, this is a highly lapse-supported situation. The reserves have dropped substantially at the short end with no impact on
reserves at the high end. This simply shows how important that assumption is and why I say that the reserves are largely
persistency driven at the short end. At the high end, the account values are more than high enough to mature the contract,
and so it doesn’t really matter what assumption you made about lapse behaviour at zero AV because the account value never
got there.

The slope is driven largely by the spreads. I have taken my model and simply tweaked the spreads here. I have assumed that
the 50 bps of spread just isn’t there anymore. As you can see, it has no impact at the low AV end where I am essentially being
lapse driven, but it tilts my curve and makes it steeper (H increases). So, if I am not earning any spreads or there are no spreads
to front-end, I get higher reserves and it affects it in this particular way. These are calculations that anybody could reproduce
with just about any simple UL model.

(Note: Slide unavailable)

The intercept is largely driven by the interest rate assumption. If I change my underlying valuation interest rate without
changing my spreads, what I have done is a more or less parallel shift. At the high end, that is exactly what I have done. They
aren’t quite parallel at the low end because there are more complicated things going on. This is why the interest rate is important
– it shifts the intercept but not the slope.

For those of you who prefer numbers to graphs, I have a base case that, when the account value is zero, I have a reserve of
about $75 per thousand and a slope of 92.6%. The straight line piece of it had an intercept of $35 per thousand. I then raised
the lapses when the account value dropped to zero, and it dropped the reserve at the low end substantially with little impact
at the high end. I modified the spreads and this had the opposite effect. There was no impact at the low end, but a very material
impact at the other end. When I changed the interest rate, it basically caused a shift in the intercept and had an impact when
the account values are very low (i.e., in the T-100 situation which is sensitive to interest rates).

(Note: Slide unavailable)

If you go to a level death benefit scenario rather than the face plus, we do get a very interesting dynamic. My hedge ratio H
(the slope) has dropped from 92.7% all the way down to 67%. This is an odd combination of a level COI and level death benefit.
Not too many people would want that, but it does happen from time to time. If you understand why this very odd exception
behaves the way it does, you will grasp the whole story here.

(Note: Slide unavailable)

If I tweak my surrender rates, things happen in an obvious fashion. My intercept moves in a dramatic fashion.
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The interpretation that I am going to drive is that the reserve for what I am calling the “investment” part is the slope, or hedge
ratio H times the account value, and the intercept K is what I am calling the “insurance” part of the contract. I am going to
take the total cash flows for the contract and split them up into two pieces. When the contract surrenders, I have some surrender
rate W times my account value. I have to pay that from somewhere, and I am going to pay that out of the investment contract.
If there are any surrender charges, I am going to let the insurance contract take the credit for that.

For death benefits, I have to pay Q times the AV out of the investment contract. The face amount is going to come out of the
insurance contract piece.

I have to deal with expenses. If they are a percentage of the AV, it is logical to take them out of the investment contract. If
they are not related to the account value, they come out of the insurance contract.

I am not going to put premiums directly into the investment contract; I am going to put them into the insurance contract.

I am free to define transfers between those two pieces in a way that ends up being useful. The following set of transfers is the
one that drives the structure at which we have been looking. When I have a hedge ratio of 93% and I take a dollar of COI out
of the account value, my reserve doesn’t go down by a dollar; it goes down by 93 cents. That 93 cents is available to be paid
as revenue into the insurance contract.

Similarly, when I take out an expense load of a dollar, the amount of reserve that is being released is only 93 cents. Similarly,
when a premium is paid, I don’t need to put a dollar into the investment contract; I need only 93 cents. In terms of the investment
contract, I have all these cash flows moving back and forth, and, any time there is a movement between the two parts, the
hedge ratio plays a role.

(Note: Slide unavailable)

Why is this useful? In fact, the theorem that you can go back and prove is that the present value of all the cash flows of the
insurance contract is equal to the intercept K. These cash flows have a very interesting property – they are totally independent
of the account value. In an equity-indexed contract, these cash flows are essentially fixed, and it is very important what interest
rate you use to discount them. These cash flows determine the interest rate risk. This is the part that you would want to back
with, say, bonds.

On the other hand, the cash flows of the investment contract are a function of the account value, and, hence, are stochastic.
If you project out these cash flows on a scenario and then discount them using a consistent scenario, you will find that the
present value of the cash flows is equal to the hedge ratio times the account value. This is the part that you would want to
back with equities.

You can do a roll-forward analysis where you start off with equities in the amount of the hedge ratio times account value, and
you have bonds in the amount of the intercept K. You add investment income on the investment contract depending on how
the equity index moved; you give yourself the valuation interest rate on the insurance contract; and you give yourself the cash
flows. You get the next reserve, which is the next hedge ratio times the account value and the next reserve for the insurance
contract – again, properly discounted. The conclusion here is that you would pass your VTP 11 cash flow test if you rolled
everything forward and had equities of this amount and bonds of that amount, and you calculated reserves using the interest
rate based on the piece backing the bonds.

The hedge ratio turns out to be a totally spread-driven object. It is one plus the present value of all the future net spreads (costs
minus loads). If you have a generous persistency bonus, you could have a hedge ratio bigger than one simply because you have
to fund all the future persistency bonuses.

The projected cash flows depend on the valuation interest rate for the investment contract, but the present value is always the
hedge ratio times the account value, as long as your projections and discounting are consistent with each other. For the insurance
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contract, my projected cash flows do not depend on the valuation interest rate, but my present value most certainly does, and
so that is where all the interest rate risk is.

How does this analysis change in the level death benefit case? You pay nothing out of the investment contract on death. However,
the net amount at risk is stochastic, which means the COIs are stochastic. If I multiply them by some hedge ratio, I get a
stochastic cash flow going into my insurance contract. I can’t do that because one of the properties I need for the insurance
contract is a non-stochastic cash flow. The way to overcome that is to introduce a new spread-related cost to the investment
contract, which basically forces it to pay the cost of insurance rate times the AV. I now have a non-stochastic transfer between
the two parts.

The valuation mortality becomes a spread-related load and the COI mortality becomes a spread-related cost. This can have
a significant impact on the hedge ratio. This explains why I received that very low hedge ratio in the example that I showed
you before – I am five years in and my future valuation mortality is an increasing load, but my COI charge is level. If you
have someone with a level face amount, level COI, the only time that the actual equity component of the contract is required
is on surrender, as long as the policyholder doesn’t vary his premiums. It makes sense that the equity-risk exposure becomes
lower as the contract ages. However, if your model allowed for the policyholder to reduce his premiums if equities have done
very well, you will find that the hedge ratio comes right back up. That is an example of Geoff’s point that behaviour can be
relatively important here if you are trying to understand these risks.

In conclusion, my old VTP 11 reserve is actuarially sound in the high account balance limit if my investment contract cash
flows are properly matched-off with assets in the amount of the hedge ratio times the AV. The second element is that my
valuation interest rate has to be appropriate for the insurance contract. When you get down to account values near zero, the
thing behaves more like term to 100. The transition from low account values to high account values creates convexity. If these
nonlinearities are material, that is where you really need stochastic models. The linear analysis that I have been talking about
will go a long way to getting most of what you want. In terms of the 90/10 Rule, that is the 10% of effort that covers, one
hopes, 90% of the ground. But if you really want to understand what is going on with the convexity issues, you have to do
a lot more work as the old VTP 11 does not do a very good job.

The hedge ratio is one plus the present value of the net difference between spread-related costs and spread-related loads. In
my model, for example, for spread-related loads, all I had was my gross spread of 200 bps. I had various spread-related costs,
such as asset-based commissions, investment expenses, whatever valuation margins I put in, and any persistency bonuses that
I was accruing. For the level death benefit contract, I have these other two pieces: the valuation mortality is behaving as a spread-
related load, and the cost of insurance mortality is behaving as a spread-related cost. One of the things that affect these hedge
ratios is the present value of future spreads. If you have very high lapse rates, you are discounting the spreads at a very high
discount rate. If you assume the policy persists, there will be much less discounting of the future spreads.

I know that was a bit of a technical mouthful on a Friday afternoon. But if you are struggling with understanding why you are
getting the cash flow testing results that you are, I hope the analysis that I have described here helps your understanding. It
may be that your model is not cognizant of the hedging that is implicit in the old VTP 11 process, and you may have been
overexposing or underexposing on the equities.

Mr. Hancock: How nonlinear do things get when you have retroactive credits that are a function of the cost of insurance scale,
or minimum guaranteed rates, and things of that nature?

Moderator Manistre: I have found that some persistency bonus structures can have a very material impact on hedge ratios.
A vanilla persistency bonus structure might be one such that, every fifth year, it pays something like 2.5% of the previous
average account balance. You might say that the bonus is averaging 50 bps a year. It might actually turn out to be more like
30 because some policyholders lapse and never get a bonus and so there are some actuarial gains. That would just move the
hedge ratio up a bit from, say, 93% to 95%. There are other persistency bonuses out there where the insurer pays a percentage
of the interest that has been credited in the previous five years. You need to have a lot more than 100 cents on the dollar; you
need more like 120 cents invested so that you have the proper equity exposure to accrue that particular bonus. Essentially,
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what you need to do is borrow the extra 20 cents to invest in equities, and the actual cost of the bonus is the cost of that
borrowing.

Certain product structures can lead to hedge ratios dramatically different from one. I gave you an example of the level death
benefit and level COI that produced a hedge ratio much less than one. And the persistency bonus structure that I just described
can produce a hedge ratio much greater than one.

Mr. Martin: I have a couple of things going back to the modeling of policyholder behaviour. I think, when you look at the
convexity that you showed for a plain vanilla product, there are a number of product features in the marketplace, given the
competition and evolution, that are much more convex than this one. One feature that comes to mind is a COI discount linked
to funding levels. This one, in particular, could throw a fair amount of convexity in there.

A lot of this can be eliminated through product design, although that is not how the marketplace has evolved. You are putting
cross-subsidization into the product. You are modeling somewhat inefficient policyholder behaviour, assuming they could piece
those off somewhere and get them elsewhere in the market. You are unbundling it for the customer and bundling it back up
for the valuation. To the degree that we are going to continue to cross-subsidize and accept potentially inefficient policyholder
behaviour, I think we need to model the policyholder behaviour and be aware of these convexity issues.

I think, at some point, the consumer is going to become more efficient. In the extreme case, a secondary market could develop
which would apply to level COI and this market would pick this apart in a second. You would have an actuary go in there and
do the valuation; the customer would get his cash value and the risk would not lapse. We are modeling, in this case, that the
cash value and the risk will lapse at the same rate, but they don’t have to lapse at that point as there is an option in the contract
to lapse one and not the other.

Moderator Manistre: That is correct. Thank you very much, everyone, for attending.


